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Abstract

In this addendum we discuss centrality measures beyond the simple
degree centrality. We also give an introduction to node roles in complex
networks.

1 Centrality Measures

A natural way to find the most important nodes in the network is to look at
the degree. The more friends a person has, the more important she is. This
way of measuring importance works well in many cases, but can miss important
information. What if there is a person with only few friends, but placed in
different communities – just like in Figure 1? The removal of such person will
create isolated groups, which are now unable to talk to each other. Shouldn’t
this person be considered a key element in the social network?

Many networks scientists agree that she should, and developed different cen-
trality measures accordingly. Here we focus on three in particular: closeness
centrality, betweenness centrality, and PageRank. The first two measures are
related to each other and they are both based on the calculation of all shortest
paths in the network.

Figure 1: An example of a social network in which the degree does not neces-
sarily convey all the information about node importance.
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Figure 2: A sample network. Node labels represent the closeness centrality value
for the node.

If we want to know the closeness centrality of a node v, first we calculate
all shortest paths starting from that node to every possible destination in the
network. Each of these paths has a length, which is the number of edges you
need to cross to get to your destination. Let’s call it lvu – the length to go
from v to u. We sum these distances in a total distance measure:

∑
u lvu.

We take the average of this value by dividing it by the number of all possible
destinations u, which is the number of nodes in the network minus one (the
origin):

∑
u lvu/(|V | − 1). Then, since the measure is called closeness, we don’t

want to look at it directly. Closeness is the opposite of distance. So we actually
want the opposite of what we just calculated, or (|V | − 1)/

∑
u lvu.

Let’s look at an example – in Figure 2. Let’s consider the node in the
bottom left, labeled with .5. That is its closeness centrality. How do we get to
that value? First, we start with the nodes directly connected to it. The shortest
paths to get to them is to follow the direct connection, thus only one edge is
crossed. Both neighbors contribute lvu = 1. Moving on, the two neighbors allow
our v node to access to four mode nodes. These four nodes require to cross an
additional edge, thus they contribute lvu = 2. We are left with two more nodes
that require a third edge to be reached: luv = 3. So to recap, the total distance
of this node is 1 + 1 (the two direct neighbors) +2 + 2 + 2 + 2 (the four nodes
at distance two) +3 + 3 (the final two nodes at distance three) = 16. We then
take the average (16/(9−1)) and convert this into a closeness: (9−1)/16 = 0.5.

The advantages of closeness centrality is that it has a spatial intuition: the
closer you are on average to anybody, the more central you are. Exactly like
standing in the middle of a room makes you closer on average to each member
of the crowd in a party than standing in a corner. The disadvantage is that
closeness centrality has a smooth normal-like distribution. If you use closeness
centrality most of your nodes will have an average importance. This is not
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Figure 3: The closeness centrality lottery. The blue and green nodes are new
to the network and only have one edge to attach. The green node is lucky, and
connects to a central hub. The blue node is unlucky and connects to a peripheral
node. Thus nodes with the very same low degree end up with radically different
closeness centrality values.

realistic for many networks: we know that degree distributions are very skewed –
the vast majority of nodes are unimportant, while only a few selected superstars
take all the glory.

Why does closeness centrality behave so differently from the degree? How
can two nodes with very low degree – for instance equal to one – have different
closeness centrality values so that they end up distributing normally instead of
on a power-law? The reason is because edge creation is a lottery. A newcoming
node can attach itself to an already existing node. Sometimes, it will get lucky
and select a hub – like the green node in Figure 3. Its closeness centrality will
then be high, because it is just one extra hop away from the hub itself – which
is very central. Sometimes the new node will attach itself to the periphery –
like the blue node in Figure 3 –, and thus have a very low closeness centrality.

Network scientists developed betweenness centrality to fix some of the issues
of closeness centrality. Differently from closeness, with betweenness we are not
counting distances, but paths. We still calculate all shortest paths between
all possible pairs of origins and destinations. Then, if we want to know the
betweenness of node v, we count the number of paths passing through v. In
other words, the number of times v is in between an origin and a destination.
If there is an alternative way of equal distance to get from the origin to the
destination that does not use v, then we discount the contribution of the path
passing through v to its betweenness centrality. We provide an example in
Figure 4.

One intuitive way to think about betweenness centrality is asking yourself:
how many paths would become longer if node v would disappear from the net-
work? How much is the network structure dependent on v’s presence? Since
real world networks have hubs which are closer to most nodes, the shortest
paths will use them often. As a result, betweenness centrality distributes over
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Figure 4: An example on how to calculate the betweenness centrality of the
node marked with the gray arrow. The shortest paths passing through it – in
green – contribute to its betweenness centrality. If there are n alternative paths
not passing through the nodes, then the path contributes only 1/n to the node’s
centrality – we show an example in blue.

many orders of magnitude, just like the degree. Unlike the degree, it takes into
account more complex information than simply the number of connections.

Betweenness centrality shares with closeness a drawback: computational
complexity. Both measures require to calculate all shortest paths in the network.
For large structures, this becomes unfeasible. PageRank is an alternative that
shares similarities with betweenness centrality, relaxing the computational cost.
In PageRank, we are interested to know the expected probability of ending up
in a node when we perform a random walk in the network. That is, we start
from a random node and we keep choosing to traverse random edges. What’s
the likelihood of ending up in node v?

This can be orders of magnitude faster than calculating the shortest paths,
using clever linear algebra we will see in the next lecture. However, PageRank
is not immune from downsides. The major downside is that it is very correlated
with the degree, more strongly so than betweenness centrality.

2 Node Roles

Not all nodes perform the same function in the network. Sometimes, the differ-
ences between nodes can be estimated quantitatively. A person is measurably
more or less important in the social environment. That is what we described
in the previous section: if you can estimate the importance of the node (num-
ber of connections, centrality, etc), you do so by calculating the corresponding
objective measure (degree, betweenness, etc).

Sometimes you cannot put a number to what you’re trying to describe. What
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Figure 5: Two hypothetical social circles: groups of nodes connected to each
other on the left and on the right, with an intermediary in the middle. Are the
nodes highlighted by the gray arrows all performing the same “function” in the
network?

the person is doing in the social network does not have a quantity, but a quality:
she is performing a specific function, which does not have a countable result. In
these cases, you just want to put a label to her. A node role is a characteristic
of a person like it could be her gender, eye color, or profession. Rather than
being a characteristic of the person by itself, the node role is determined by her
position in the network.

There are many ways to define node roles, dependent on the aspect of the
network you want to describe. In this section we introduce the concept of node
roles by picking network communities as our focus, just to give an example. If
your focus is different, you will probably define different roles.

Let’s consider the case of social circles. A social circle is a group of people
interacting with each other because of shared interests and/or characteristics.
We can say that Figure 5 shows two connected social circles. The communities
are not completely homogeneous: they have structure. They have a boundary,
members that are more or less central, and outsiders connecting to them.

Let’s now explore the zoo of community node roles:

• Broker. Suppose we have two social circles. If the two communities do
not share any member it means that they cannot communicate. How-
ever, sometimes you have people who are not part of either communities
– because they only have few connections to each of them – but they still
have friends in both. These nodes can enable communication to happen
between the communities, and so they are performing the role of informa-
tion brokers. Figure 6a provides an illustration.

• Gatekeeper. It is rare for a social circle to be completely isolated from
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(a) (b)

Figure 6: (a) An example of a broker. Color indicates the membership to a
social circle. The red node isn’t part of the two social circles it connects, so it
brokers information between them. (b) An example of a gatekeeper. The blue
person is not part of the red community. The member of the community to
which it connects is managing the information access to the community. Thus,
it is gatekeeping it.

Figure 7: Core and periphery nodes in a community. The red element of the
social circle is very embedded in it: she is a core member. On the other hand,
the purple person only has two friends in the social circle and no other relation.
She is in the periphery.

the rest of society. Some of its members still have connections with people
outside the community. If they do, they are managing how the commu-
nity relates to society: both in the flow of information getting inside the
community from the outside, and in what the community sends outside.
These nodes are the gatekeepers. Figure 6b provides an illustration.
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(a) Hub. (b) Authority

Figure 8: Hubs and authorities in directed networks.

• Core. Some members of the community have a more central role than
others. They connect exclusively with other members of the community,
without establishing relations with outsiders. They also have many con-
nections. They are the heart of the social circle, and thus composing its
core. Figure 7 provides an illustration.

• Periphery. The other side of the coin of core members. A peripheral
member does not have many connections in the community. Differently
from brokers and gatekeepers, this is not because they also have connec-
tions to the external world. They just do not have the propensity of
establishing many relations. They are thus peripheral. Figure 7 provides
an illustration.

• Hub. When you’re dealing with directed networks, there are two ways
in which a core member of a community can be a core member. These
two ways are not mutually exclusive. A core member might be a person
who maybe does not know many things, but knows the people who know
them. You will go to this member with a question and she will point to
someone who knows the answer. We call such linking resource a “hub”.
Figure 8a provides an illustration.

• Authority. The converse role of a hub is an authority. This is the exact
opposite of a hub: this person might not know many people in the social
circle, but she has mastered her own topic of specialization. Everybody
knows that, and so she is pointed by everyone when someone asks about
that particular topic. This happens because she is an “authority” on the
subject. Figure 8b provides an illustration.

Hubs and authorities are an instance in which the quantitative approach of
the centrality measures and the qualitative approach of the node roles meet.
There is a way to estimate the degree of “hubbiness” and “authoritativeness”
in a network. This is what the HITS algorithm by Jon Kleinberg does. The
underlying principle is very simple. A good hub is a hub that points to good
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(a) 0th iteration. (b) 1st iteration (c) n-th iteration.

Figure 9: A sample progression of the HITS algorithm to estimate hub and
authority scores. Node labels are their authority (left) and hub (right) scores,
separated by a pipe.

authorities. A good authority is an authority which is pointed by good hubs.
These recursive definitions can be solved iteratively – or, more efficiently, with
clever linear algebra we’ll see in the next lecture – and they eventually converge.

Figure 9 shows the progress when calculating the measure. Before the first
iteration we assume that each node is equal. They thus have all the same hub
score and authority score, equal to one – Figure 9a. At each iteration, we sum
all the incoming hub scores of a node to determine its authority score. At the
same time, we sum all the outgoing authority scores of a node to obtain its new
hub score. We then normalize so that the maximum hub and authority score is
one. At the first iteration – Figure 9b – hub and authority scores are equivalent
to a normalized out- and in-degree, respectively.

After a sufficient number of iterations – Figure 9c – the scores stabilize and
do not change that much any more. We can see that nodes with the same
in-degree can have different authority scores – the same holds for hub scores.
Consider the two nodes with in-degree four: one has the maximum score of one,
while the other has a score of 0.84. This is because the more authoritative node
has, on average, incoming connections from more reputable hubs.

Also when it comes to core nodes in undirected networks we have a way
to say that a node is “more core” than another. We do so via the k-core
decomposition algorithm, which we illustrate in Figure 10. Figure 10a shows
the original network.

The first step is identifying the nodes with degree one. They are labeled as
part of the 1-core of the network, and removed from the structure. – Figure
10b. We need to apply this step recursively: there could be nodes that originally
had degree two, but now have lower degree because we removed one of their
neighbors (or both!). Also these nodes are part of the 1-core of the network –
Figure 10c.

Once the minimum degree in the network is higher than one we can proceed
to the next phase. In this phase we identify the nodes that are part of the 2-core
of the network. These are, unsurprisingly, the nodes with degree two – and all
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(a) (b) (c) (d) (e)

Figure 10: The steps to determine the k-core value for each node in the network.

nodes whose degree lowers to two or less once we remove their neighbors (Figure
10d). We continue the procedure to detect 3-, 4-, ..., k-cores until there are no
remaining nodes in the network – Figure 10e.
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