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Abstract

In this addendum we expand on complex contagion by looking at dif-
ferent triggering mechanisms. We also introduce the problem of link pre-
diction, including its extension to signed networks.

1 Triggering Mechanisms

In the textbook, we saw a difference between simple and complex contagion. In
the simple contagion one contact with an infected node is enough for you to have
a chance to be infected. In the complex contagion you require reinforcement.
There are different types of reinforcement we can consider, which are subtypes
of complex contagion. These are three triggering mechanisms:

• Threshold;

• Cascade;

• Percolation.

The threshold model says that you have an independent probability of being
infected for each of your neighbors that are infected. If you have n sick friends,
and you visit them one by one, at each visit you toss a coin. To calculate the
probability you are going to be infected, it is easier to calculate the probability
of not being infected by any contact, and then invert it. If our parameter β
tells us the probability of being infected by a single contact, then (1− β) is the
probability of not being infected. Since the coin tosses are all independent, the
probability of never being infected by any of the n contacts is (1− β)n. So the
probability that at least one contact will infect us is 1− ((1− β)n).

The cascade model says that you need a fraction of your neighbors to be
infected in order for you to be infected. So if you have four friends but you need
all of them to be infected in order to get sick, you’re fine if only one, two, or
three of them are infected. If the fourth is infected, then you’ll be triggered too.
Here, β changes meaning: it is not the probability of infection given a contact,
but the share of neighbors in set I (infected) required for you to transition to I.
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The percolation model is similar to the cascade model. Again you need
multiple infected neighbors to be infected. But this time the threshold is not
relative (it’s not a percentage of you neighbors), but absolute. This is regulated
by parameter k. If k = 4, you need four infected friends to have a β chance to
be infected. So if k = 1, this model is equivalent to the simple contagion.

In the threshold model it’s easy to infect hubs, because they have more
neighbors. More neighbors mean that they toss their coins much more often. It’s
harder to infect hubs in a cascade, because requiring that x% of neighbors should
be infected is usually hundreds or thousands of nodes for a hub. Percolation
methods are usually easy for hubs, because we usually set k to be low, so
any hubs will have more infected friends than that. Any k > 1 could render
peripheral nodes safe, since most of them have only one connection.

2 Link Prediction

Link prediction is the branch of network analysis that deals with the prediction
of new links in a network. In link prediction, you see the network as fundamen-
tally dynamic, it can change its connections. Suppose you’re at a party. You
came there with your friends, and you’re talking to each other, using the old
connections. At some point, you want to go and get a drink so you detach from
the group. On the way, you could meet a new person, and start talking to them.
This creates a new link in the social network. Link prediction wants to find a
way to predict these events. In other words, given a network with nodes and
edges, we want to know which link is the most likely to appear in the future. Or,
if we think we’re seeing an incomplete version of the network, we ask ourselves
which edges are currently missing from the structure.

Link prediction happens in three steps. The starting point is your desire to
place a new link in the network: which edge will appear next? The first thing
you do is to observe the current links. On the basis of this observation you
formulate a hypothesis on how nodes decide to link in the network. Finally, you
operationalize this hypothesis: if nodes are created via process x, you apply x
to the current status of the network and that will tell you which link is most
likely to appear next.

In this section, we are going to focus on four different approaches to link
prediction, which are the simplest and most used in the literature. They are:

• Preferential Attachment;

• Common Neighbor;

• Adamic-Adar;

• Hierarchical Random Graph models.

Let’s start with Preferential Attachment (PA). Consider scientific publishing.
We have three authors: two of them – Einstein and Erdős – have a lot of
collaborators, while the third – me – has only few – see Figure 1. If we have
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Figure 1: An example of a Preferential Attachment link prediction. Two hubs
(Einstein and Erdős) have a lot of connections (in gray), while a third author
only has few. For PA, the most logical link to predict is in blue between the
hubs, because rich get richer, and thus they will attract the new connections.

to make a guess of what collaboration is more likely to happen next, which one
would we expect? It’s more likely to see the two high degree hubs to connect,
because they’re more prominent, and thus visible to each other.

If we want to predict links, we have to formulate a hypothesis and then trans-
late it into a score of u connecting to v for any pair of u, v nodes: score(u, v). In
PA, the hypothesis is that “rich get richer”, nodes with lots of edges will attract
more edges. So we look for pairs of nodes that have attracted so far the most
edges. Our PA model would consider it strange if they are not connected to
each other. Our best guess is that they will connect soon. In practice, the prob-
ability of connecting two nodes is directly proportional to their current degree:
score(u, v) = kukv, where ku and kv are u’s and v’s degrees, respectively.

The preferential attachment example in Figure 1 has one defect: its predic-
tion is wrong, Erdős and Einstein never collaborated together. This is because
it fails to consider the social element: it is more likely to collaborate not only
if one is good at collaborating, but also if the two people are likely to meet.
Given that the two are from different fields, it is difficult to make them meet.
On the other hand, they might have a lot of common collaborators with other
people in the same field: Conway from the Game of Life for Erdős, and Pauli of
the Exclusion Principle for Einstein – see Figure 2. For the Common Neighbor
(CN) model, the thing that matters most is how many neighbors you already
share.

Common Neighbor’s basic theory is that triangles close: the more common
neighbors u and v have, the more triangles we can close with a single edge
connecting u to v. So the likelihood of connecting two nodes is proportional
to the number of shared elements in their neighbor sets: score(u, v) = |Nu ∩
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Figure 2: An example of a Common Neighbor link prediction. The hubs (Ein-
stein and Erdős) do not share any connection, thus it’s less likely they will
connect to each other. But they share a lot of connections with other lower
degree nodes. CN will give the possibility of linking to them a boost.

Nv|, where Nu and Nv are the set of neighbors of u and v, respectively. A
variant controls for how many neighbors the two nodes have: the same number
of common neighbors weighs more if it’s the total set of connections the two
neighbors have. This is the Jaccard variant: score(u, v) = |Nu ∩Nv|/|Nu ∪Nv|.

Common Neighbor has a problem which is bandwidth. Even if you have
Erdős as a collaborator, he has collaborated with so many other people that the
likelihood of Conway to connect to Ulam – both Erdős’s collaborators – is low,
because Erdős does not have enough bandwidth to make the introduction. Even
if there are few common collaborators, if these have few connections they are
more likely to make the introduction and make the new collaboration happen,
as is the case for Conway and Neil Sloane – see Figure 3.

In Adamic-Adar (AA) we say that common neighbors are important, but
the hubs contribute less to the link prediction than two common neighbors with
no other links, because the hubs do not have enough bandwidth to make the
introduction. In AA, our score function discounts the contribution of each node

with the logarithm of its degree: score(u, v) =
∑

z∈Nu∩Nv

1

log kz
. The formula

says that, for each common neighbor, instead of counting one – as we do in
Common Neighbor when we look at the intersection –, we count one over the
common neighbor’s degree (log-transformed).

Finally, let’s consider the Hierarchical Random Graph (HRG) model. Its
main difference with what we saw so far is that in HRG we’re not just looking
at pairs of nodes and their neighbors, but at the entire network. First we look
at all connections and we create a hierarchical representation of it that fits the
data. In practice, we want to group nodes in the same part of the hierarchy if
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Figure 3: An example of a Adamic-Adar link prediction. As a hub, Erdős does
not have enough time to introduce all possible pairs of his many collaborators.
Thus it’s less likely Conway can connect to Ulam than he can connect to another
person with whom he shares common connections with fewer collaborators than
Erdős.

Figure 4: An example of a Hierarchical Random Graph link prediction. The
hierarchy fits the observed connections, showing that researchers in the same
fields are more likely to connect. Then HRG looks at pairs of nodes in the same
part of the hierarchy that are not yet connected, and gives them a higher score.
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they have a high chance of connecting. In our recurring example, the field of
study of the scientist is a good way to group nodes. Then we say that it is more
likely for nodes in the same part of the hierarchy to connect in the future if they
haven’t done so yet. Making a long path through this hierarchy to establish a
new connection is less likely – see Figure 4.

In HRC we’re basically saying that communities matter: it is more likely for
nodes in the same community to connect. Thus we fit the hierarchy and then we
say that the likelihood of nodes to connect is proportional to the edges density
of the group in which they are. In a schematic way: score(u, v) = |Ec|/e(|Ec|),
where c is the community to which u and v belong, |Ec| is the number of edges
it contains, and e(|Ec|) is the number of edges we expect it to contain.

Once we assigned a score to every possible pair of nodes through different
criteria, how do we know our performance? There are two options to do valida-
tion, but they both boil down to dividing your network in two parts: a training
part, which is the one you use to build your model; and a test part, which is the
one on which you perform the prediction. If you have temporal information on
your edges you can use earlier edges to predict the later ones. Otherwise you
have to do n-fold cross validation: divide your dataset in a train and test set
(say 66% of edges in train and 33% in test) and then perform multiple runs of
train-test by rotating the test set so that each edge appears in it at least once.

Given a prediction and reality, there are four possible cases: true positives
(you predict a link that really appeared), false positives (you predict a link that
didn’t appear), false negatives (you didn’t predict a link that appeared) and
true negatives (you correctly didn’t predict a link that, in fact, didn’t appear).
These are simple counts on which we can build several quality measures.

The first evaluation is a ROC curve. In this plot, we have as x-axis the false
positive rate (FPR): the number of false positives, divided by the number of all
negatives (thus both false positives and true negatives). In the y-axis we have
the true positive rate (TPR): the number of true positive over the number of
all positives (true positive plus false negative). We sort all our predictions by
their score such that we look at the highest scores first. Then we keep track of
the evolution of TPR and FPR. See Figure 5 as an example.

In a ROC curve, the 45 degree line corresponds to the random guess. Suppose
80% of possible links did not appear and 20% did. If we make a random guess,
we have an 80% chance to make a false positive. Thus FPR and TPR grow at
the same rate. What we want to see, is that our best guesses are more likely to
be true positives, and thus contribute to the y-axis more than they do to the
x-axis. If you want to have a single number to evaluate how good a predictor is,
you can calculate the Area Under the Curve (AUC). AUC is 0.5 for the random
guess and 1 for the perfect classifier.

Another way of putting a number to evaluate the quality of the prediction
is to look at Precision and Recall. Precision means that, when we predict that
a link exists, it exists (even if we fail to predict actual links). Recall means
that there are very few existing links we do not predict, even if we might have
predicted many that didn’t actually exist. So Precision is true positives over all
predicted positives (including false positives), and Recall is true positives over
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Figure 5: An example of ROC curves. The gray 45 degree line corresponds to
random guesses. The blue and red lines correspond to two different predictors,
with different behaviors at different score levels.

all positives (including false negatives).
The scores we get from our link predictors are continuous though, thus we

need to transform them into a binary “yes, we predict the link” and “no, this
link won’t appear”. This is done by calculating what we call “Precision@n”,
defining n as the number of predictions we want to make. For instance, in
Precision@100 we only consider as an actual prediction the 100 pairs of nodes
that have the highest scores. Everything else is classified as “no link”.

Precision and Recall can be combined in the F1-score measure, which is their
harmonic mean: F1 = 2(Precision × Recall)/(Precision + Recall). This is a
single number, like AUC, capturing both types of errors: failed predictions and
failed non-predictions.

3 Signed Networks

Signed networks are a particular case of multilayer networks. Suppose you want
to buy a computer, and you go online to read some reviews. Suppose that you
do this often, so you can recognize the reviewers from past reviews you read from
them. This means that you might realize you do not trust some of them and
you trust others. This information is embedded in the edges of signed networks:
there are positive and negative relationships.

Signed networks are not necessarily restricted to either a single positive or
a single negative relationship – e.g. “I trust this person” or “I don’t trust
this person”. For instance, in an online game, you can have multiple positive
relationships like being friend or trading together; and multiple reasons to have
a negative relationship, like fighting each other, or putting a bounty on each
other head.
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(a) (b) (c) (d)

Figure 6: The four possible types of triangles when considering a mutually
exclusive pair of positive (in green) and negative (in red) relationships. (a)
and (b) are balanced triangles because they have an odd number of positive
relationships. (c) and (d) are classically considered unbalanced, although, under
certain circumstances, (c) can be considered a balanced or neutral configuration.

Positive and negative relationships have different dynamics. For instance,
in a seminal study looking at interactions between players in a massively mul-
tiplayer online game, the authors studied the different degree distributions for
each type of relationship. They uncovered that positive relationships have a
marked exponential cutoff, while negative relationships don’t. In other words,
positive relationships in the game are not scale free: there is a limit to the num-
ber of people you can be friends with. Negative relationships – on the other
hand – are scale free: there is no limit to the number of people that can be mad
at you.

The reason we mention signed networks here is because these different dy-
namics between positive and negative relationships are strongly connected to
link prediction. We have what we call “Social Balance Theory”. According to
the theory, positive and negative relationships are balanced. For instance, if
I have two friends, they are more likely to also like each other. On the other
hand, if I have an enemy, I expect my friends to be enemies of them as well.

Social balance theory looks predominantly at triangles. It divides them in
two classes: balanced and unbalanced, see Figure 6. Balanced triangles can
be understood with common sense: friend of friend is my friend, enemy of
my friend is my enemy. Unbalanced triangles are relationships that we expect
to change in the future. In fact, the prediction is that balanced triangles are
overexpressed in real networks over our expectation – and unbalanced triangles
are underexpressed –, and that is generally observed. One note about the all
negative triangle (Figure 6c): in some views it is not considered unbalanced, and
it is in fact more commonly found in real networks than the other unbalanced
triangle (Figure 6d).

The way this relates to link prediction is in the case of dynamic signed
network. If we find a configuration with three nodes connected by two positive
edges, it is overwhelmingly more likely that, in the future, the triangle will close
with a positive relationship (Figure 6a) rather than with a negative one (Figure
6d). On the other hand, if we find a positive and a negative relationship, we
expect the triangle to close with a negative edge (Figure 6b). The case with an
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initial condition of two negative edges is more difficult to close, but we prefer to
close it with a positive edge (Figure 6b) than with a negative one (Figure 6c).
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