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Abstract
In this addendum we look at two additional aspects of community
discovery: community discovery on bipartite and multilayer structures.
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Bipartite Community Discovery

As we saw in previous sections, bipartite networks have nodes of two different
types, and edges are established exclusively between nodes of different types. In
Netflix, we have users watching movies. It’s natural to want to find communities
in these networks. You want to know which movies are similar to each other so
you can suggest them to users that are similar to each other.
In this case there is an easy obvious strategy. You take the bipartite network,
you project it to unipartite using one of the techniques we saw in previous
sections – simple or hyperbolic weighting, random walks, etc – and then you
apply a normal unipartite community discovery to the result. Then you can
project on the other set of nodes and find the other communities.
There are a couple of issues with this strategy. The first is that by projecting
you’re losing information. You connect movies with a weighted edge, which
carries a quantitative information. But the bipartite network had qualitative
information: a structure of users watching different things. That information
is lost. This is related to the second issue: once you project your network on
your two types of edges and found their communities, you have movies grouped
together because watched by the same users. But you don’t know who those
users are. Same with communities of users: which are their common movies?
You have to go back to the bipartite network to know.
The solution is to perform the community discovery directly on the bipartite
structure. Here, we use the concept of bi-clique we saw earlier. Remember that
a clique is a set of nodes in which all possible edges are present. A bi-clique
is the same thing, considering that some edges in a bipartite network are not
possible. For instance, a 5-clique in a unipartite network is a graph with five
nodes and ten edges. In a bipartite network, a 2,3-clique has two nodes of type
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Figure 1: A n example of clique percolation. 5-Cliques are highlighted by outlines. Green cliques percolate with purple cliques because they share k − 1 = 4
nodes.
1, three nodes of type 2, and all nodes of type 1 are connected to nodes of type 2
– six edges in total. This is the starting point of bipartite community discovery.
The algorithm is based on the concept of clique percolation, which was originally defined for unipartite networks. Clique percolation says that communities
must be cliques of at least k nodes, with k being a parameter. We can merge
two communities in the same community if the two communities share at least
a k − 1 clique. For instance, consider the example in Figure 1, setting the parameter k = 5. The blue and green 5-cliques only share two nodes, so it cannot
be a 4-clique. But the green and purple do share a 4-clique, so they are merged
(top row). And there is another purple 5-clique that can now be merged with
the green community (bottom row).
Bi-clique percolation works in the same way, with the added feature of having
two number of nodes to keep track, because now it’s a biclique. Communities are
n,m-cliques (again, n and m are parameters) and they get merged if they share a
(n-1),(m-1)-clique. Figure 2 shows some examples of biclique percolation. Note
that any combination of n nodes of the same type can be a 0,n-clique, thus
allowing percolation.
One might think that performing bi-clique percolation on a bipartite network is equivalent as performing k-clique percolation on its unipartite projection. However, there are a number of different structures in bipartite networks
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Figure 2: Examples of bi-clique percolation. The top two examples will lead to
percolation because they satisfy the n-1,m-1 constraint. The last example on
the bottom does not.

Figure 3: Examples showing different bi-structures projecting to the same unistructures. Both a 1,4-clique (top) and six 1,2-cliques (bottom) project into a
4-clique.
that projects into the same unipartite graphs. This means that the bi-clique algorithm and the k-clique algorithm will return different results, even if someone
runs the k-clique algorithm on the projection of the bipartite graph. Consider
the two different bipartite networks that we show in Figure 3: they project to
the same result. We need to remember that projecting always means losing
information. The k-clique algorithm cannot distinguish between the two cases
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Figure 3 shows, while the bi-clique algorithm can.
The bipartite community discovery introduces another issue with the standard definition of community based on density. In n,m-cliques, we have n + m
nodes that cannot be connected to each other because the graph is bipartite.
Nodes of the same type cannot connect in a bipartite graph – so they have
density of zero –, but they can and will be part of the same community.
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Multilayer Community Discovery

In multilayer networks, nodes can belong to different layers and thus they can
connect for different reasons. In multilayer networks we want to find communities that span across levels, and figure out that a friend you have on Facebook
might not have connections on other social media, but she’s still part of your
group of friends.
As with the bipartite case, there is a trivial solution. You can flatten the
network by collapsing nodes across layers, and then record the number of layers
in which they connect as an edge weight. Then you can perform a normal
mono-layer community discovery.
As with the bipartite case, trivial solutions create problems. The issue is the
same: we lose information. When we translate a layer into a weight, we don’t
know any more which type of links we’re looking at. Some types of links might
contribute differently to the communities. Moreover, flattening is not always
possible, or at least not straightforward. If a node in one layer is coupled with
multiple nodes in another layer, how do we represent it in the flattened network?
That is why scientists have developed multilayer modularity. Suppose we’re
using the Louvain method, which grows communities node by node. If we found
a triangle in a layer, can we extend it by taking a node in a different layer?
Intuitively yes, the edge should count because the node is the same. However,
if we were to represent this as a flat network, the new node is not densely
connected to the rest of the triangle: a node couples only with itself, not with
its community fellows. So the coupling edges have to count in some special way.
In practice, standard modularity works well in each layer separately. Consider Figure 4: in modularity, the part testing for the density of the community
ku kv
. If we use this same part for the inter-layer coupling, we would
is Auv −
2|E|
end up with a case in which the community cannot be expanded across levels, because there are only sparse connections between levels. A node couples
only with itself in a different layer, not connecting to its community members,
making a multi-layer community sparser than it actually is. So we need to add
something that will allow us to count the coupling links, so that we don’t end
up with the trivial result of all mono-layer communities.
The full formulation of multilayer modularity is the following:
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Figure 4: The issues in applying modularity to the multilayer case. The part
looking at the community density only applies inside a single layer, thus we need
to add something to it to consider the special coupling edges.

Figure 5: The adaptation of modularity to the multilyer setting. Each part of
the formula is underlined with a color corresponding to its interpretation.
Let’s break it down.
We add a Kronecker delta to make sure that standard modularity is applied
inside a layer (when s = r, δsr = 1 and δuv = 0, because u and v are different
nodes). With γs we can regulate how important each layer s is for the community. When we’re looking at the same node connected by a coupling link across
layer (u = v), then δuv is 1 and δsr is 0 (because s 6= r). So the only thing that
matters is the strength of the coupling link (Cvsr ), which is a parameter just
like γ is: you can decide how strong the layer couplings should be.
Just like in standard modularity, only nodes in the same community contribute to the sum, so when node u in layer s is in the same community as node
v in layer r (meaning that δ(cus , cvr ) = 1). This is normalized by the number
of edges (|E|) across all layers plus all coupling links (|C|).
If you decide that your inter layer couplings are very strong, you’ll end up
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Figure 6: The effect of the Cvsr parameter on multilayer modularity: high values
imply column communities (left), low values imply flat communities (right).

Figure 7: The effect of the γs parameter on multilayer modularity. (Left) High γ
for the top (purple) community and low for the mid (green) community. (Right)
Low γ for the top (purple) community and high for the mid (green) community.
with “column communities” where nodes tend to favor grouping with themselves
across layers: the inter layer couplings trump any intra-layer regular edge. If
your inter layer couplings are weak (low Cvsr ) then you’ll end up with “flat
communities” as nodes prefer to group with other nodes in the same level. We
show an example in Figure 6.
Instead, γ allows you to indicate some layers as more important than others,
as we show in Figure 7. If the purple layer is more important than the green
one, multilayer modularity will group in the community a node that is not
connected with the two nodes in the green layer. If we flip the γ values to make
green more important than purple, the situation is reversed, and modularity
will return different communities.
Modularity is not the only algorithm that can be adapted to multilayer
networks. Infomap can be multilayer too. In practice, we have a random walker
that normally selects edges in the same layer, but it has a special rule that
allows it to go through a coupling edge, and then resume its normal random
walk. Same goes for label propagation algorithms. The label is allowed to use
coupling edges, with special rules, to percolate to different layers.
We have talked about how to find communities in multilayer networks. Im-
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Figure 8: The ambiguity of multilayer density. In both cases, we have a clique
of three nodes with connections in “all layers”.
plicitly, we’re resting on our definition, which is based on density. But what
actually is multilayer density? This turns out to be an ambiguous concept. Is
a group of nodes “multilayer densely” connected when they are connected in
all layers (Figure 8, top)? Or is it that you need to look at all connections
across layer (Figure 8, bottom)? To use a different perspective, let’s represent
multilayer networks with a labeled multigraph. In our first example, we have a
multigraph with connections in all labels. In the second example we sill have
a triangle, so the multigraph is dense. But the two concepts are not the same.
Which of the two are we looking at?
This is another case when one has to make their own judgment. The answer
depends on the type of analysis, and the type of data, you are looking at. In
some cases, you want connections in all layers. In some others, you are ok with
looking at all layers to find communities. You cannot rely on a fixed definition
of communities based on density, because it cannot apply to all scenarios.
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